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Abstract - The increasing number of academic works generated
in several different languages in the systems of higher education
has resulted in a greater need for assessment methods that
would be able to function outside the single-language
environment. Manually grading the essays, reports, and short
answer questions is laborious, unreliable across several graders
and hard to scale if the works are submitted in several
languages, which happens often in multilingual education
systems that use not only a national language and a regional
language but also English for instruction and assessment. In this
paper, it presents the design and architecture of a natural
language processing system for automatic assessment of
multilingual academic papers. The system utilizes multilingual
contextual representations, syntactic and discourse features and
multi-trait scoring system that includes assessing content
relevance, grammar, cohesion and originality of the text. In
contrast to automated essay scoring algorithms that are
traditionally built and validated for one language only and
deliver one overall score, the proposed framework is based on
language-independent representations and employs a calibrated
and multi-component scoring layer, augmented with
human-in-the-loop verification. Comparative analysis of the
flow implemented in traditional automated scoring systems
versus the proposed flow is provided to demonstrate the
difference in structure between these two paradigms. Pilot
evaluation protocol with standard measures of agreement and
errors is suggested to provide a demonstration of how the
framework can be validated in the context of multilingual
academic corpora. The discussion highlights the potential
practical applications of the framework in the context of
multilingual academic institutions as well as the present
limitations of the framework and future research directions.
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I. INTRODUCTION

Today's educational establishments around the world
function in multilingual settings where students write their
essays, reports, theses, and answers to questions in several
languages within the framework of one and the same study
program. For example, learners in many education systems
of Central Asia write academic texts in national or regional
languages and English, and the peculiarities of the latter
languages make it difficult to process them in comparison
with predominantly English-language bodies of texts (Botir
et al., 2024). The multilingual environment is a serious
burden for lecturers because they have to assess the quality
of the content, its structure, grammar, and novelty.

However, manual evaluation of written academic
assignments has long been known as inefficient and
potentially inconsistent across multiple evaluators especially
in larger classes with more submissions (Burrows et al., 2015;
Ke & Ng, 2019). This problem led to many years of research
in automated essay scoring (AES) and automated
short-answer grading (ASAG) methods, starting with simple
regression-based systems up to deep neural architectures
which can learn scoring functions from annotated corpora
(Ramesh & Sanampudi, 2022; Taghipour & Ng, 2016). All
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surveys in this area highlight the fact that almost all research
in automatic scoring was conducted on corpora with English
texts and very few cross-lingual solutions were considered
(Hussein et al, 2019; Ramesh & Sanampudi, 2022).
However, the development of multilingual contextual
embedding architectures such as multilingual BERT as well
as cross-lingual sentence representation architectures has
offered new possibilities for developing assessment
instruments which would not be limited to one language only
(Artetxe & Schwenk, 2019; Conneau et al., 2020; Devlin et
al., 2019). Indeed, the fact that semantically similar texts
written in different languages can be represented by vectors
in a unified vector space is a necessary condition for creating
scoring models which could evaluate multilingual academic
work based on a common representation rather than
monolingual ones (Artetxe & Schwenk, 2019; Manias et al.,
2023). On the other hand, there has been growing interest in
using large language models as an instrument of producing
writing feedback (Jeon & Lee, 2023; Lo, 2023; Mugaanyi et
al., 2024).

Nonetheless, despite all of these advances, automated
systems do not incorporate three properties at
once — language independent representation of semantics,
multi-faceted assessment where content, grammar, cohesion,
and originality are evaluated separately instead of being
aggregated into one score, and a clear and human-readable
method of giving feedback that is appropriate for academic
settings and not just standardized tests (Do et al., 2023;
Horbach & Zesch, 2019; Li & Ng, 2024). This problem has
even greater relevance in organizations that operate in
multi-lingual environments where a scoring system of one
language cannot be applied to submissions in multiple
languages directly Artetxe & Schwenk, 2019; Conneau et al.,
2020). Activity-based costing increases the efficiency of
overhead cost allocation by distributing costs according to
certain activities and resource utilization (Rajan & Pillai,
2025). Al Governance encourages social equality,
transparency, and public trust in artificial intelligence
(Menon & Nair, 2026). Staff training ensures organizational
success through efficient staff performance and productivity
(Liu, 2025). A data-centric economic intelligence approach
in order to help future market analysis and policymaking (Rui
& Liyun, 2026).

This research tries to fill this gap by developing a natural
language processing framework intended for automated
evaluation of multilingual academic texts. The framework
employs multilingual embeddings with linguistic features
together with a multi-trait scoring architecture. It also
contains a comparative analysis with the flow of previous
automated scoring approaches in order to explain the
differences between previous and proposed frameworks. The
rest of the research is structured as follows. The literature
related to automated scoring, multilingual natural language
processing, and academic text evaluation is provided. The
design of the proposed framework, including its architecture
and evaluation methodology, is also outlined. The illustrative
results of the pilot evaluation protocol are shown, along with
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the discussion of the implications and limitations of the
proposed approach.

The paper is organized as follows. In Section 1, research
background and motivation are presented, as well as research
objectives. In Section 2, literature review on automated
scoring, multilingual NLP, and transformers is conducted.
The proposed multilingual NLP approach and experimental
setup are presented in Section 3. In Section 4, the
experimental results are provided, and the performance of the
developed system is analyzed. Section 5 includes
discussions. Conclusion is made by Section 6 of the article.

II. LITERATURE REVIEW

Automated Essay and Short-Answer Scoring

The problem of automated scoring of written text is well
researched for more than several decades; the initial
approaches based on regression models utilized hand-crafted
surface features such as essay length, word frequencies, and
other shallow syntactic statistics (Burrows et al., 2015; Ke &
Ng, 2019). Systematic review of the literature on this topic
illustrates how the automated essay scoring has evolved from
the initial statistical models toward neural network models
able to learn representations directly from raw text (Hussein
et al., 2019). In particular, Ramesh & Sanampudi, (2022)
state that the automated essay scoring field has gone through
the transition from models requiring manual feature
engineering to fully learnable end-to-end pipelines; still, it is
hard to reliably assess content relevancy and coherence in
contemporary systems. Ke & Ng, (2019) have provided a
comprehensive overview of the progress made in this area; in
particular, the authors note that most of the automated essay
scoring work deals with monolingual, single-prompt corpora,
and cross-prompt and cross-lingual generalizations still
require further research. Similarly, the short-answer
automated grading field has experienced the same
development, but data scarcity and variability of rubrics
remain major challenges. Basu et al., (2013) suggest a
clustering method for decreasing human effort in grading via
semantic grouping of short answers, which demonstrates one
of the earliest attempts to minimize dependence on fully
supervised scoring algorithms. Similarly, Hussein et al.,
(2019) discuss automated language essay scoring methods,
focusing on the point that most reported automated methods
are validated only using a small number of benchmark
English datasets.

Deep Learning and Transformer-Based Approaches

Approaches using neural networks for automated essay
scoring became popular after the appearance of recurrent
architectures that could learn essay representations
automatically. In their study, Taghipour & Ng, (2016) show
that a fully trained recurrent neural network model on the
association between an essay and its score is superior to other
feature-engineered baselines, thereby providing an initial
basis for further studies of neural scoring systems. The use of
contextual language models based on transformers and
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introduced in the paper of Devlin et al., (2019)- specifically
the  Bidirectional Encoder  Representations  from
Transformers (BERT) — made another great leap forward in
terms of natural language processing tasks such as text
scoring. Indeed, the transformer architecture proposed by
Vaswani et al. abandoned recurrent models and replaced
them with attention-based ones which can model long-term
dependencies better in a text sequence. Such an approach is
especially important for coherence assessment in academic
writing. Based on this, later approaches were developed for
trait-specific and cross-prompt scoring architectures.
Prompt-and-trait relation awareness is introduced by Do et
al., (2023) which uses prompt encoding that captures the
topic coherence of the essays without the need for labels from
the target prompts, whereas Li & Ng, (2024) discuss
inconsistencies in cross-prompt benchmarks for automatic
essay scoring and advocate for more stringent experimental
protocols. Uto, (2021) gives an overview of deep neural
models for automatic essay scoring, highlighting the fact that
while transformer-based approaches have shown great
alignment with human raters' holistic scores, there is still
much to be investigated regarding multitrans and
cross-language tasks.

Multilingual and Cross-Lingual Natural Language
Processing

There is another line of research that examines the application
of natural language processing techniques across languages.
Artetxe & Schwenk, (2019) have proposed a technique to
generate massively multilingual sentence embeddings, which
enables zero-shot cross-lingual transfer and allows models
trained mostly on high-resource languages to generalize to
similar tasks in other languages. Conneau et al., (2020)
further extend this line of work by developing a large-scale
multilingual masked language model based on filtered web
text in one hundred languages and observing significant gains
in cross-lingual benchmark tasks, including improvements in
lower-resource languages. Manias et al., (2023) examine
different multilingual classification techniques, such as
multilingual BERT and zero-shot classification, for text
classification and sentiment analysis, and observe that
multilingual transformers fine-tuned to perform certain tasks
tend to outperform zero-shot approaches when adequate
training data is available. (Botir et al., (2024) analyze word
embeddings in applications to text corpora in the Uzbek
language, thus demonstrating the feasibility and difficulties
of implementing state-of-the-art natural language processing
techniques in languages characterized by more complex
morphology and relatively scarce resources. Overall, this
literature demonstrates that multilingual word embeddings
offer a technically sound basis for scaling automated
assessment out of English, though empirical demonstration
on academic writing tasks is still scarce.

Readability, Coherence, and Plagiarism Assessment

Apart from estimating the overall quality of written work,
automated assessment of academic writing has also made use
of findings from readability and plagiarism detection

research. Maqgsood et al., (2022) assess machine learning
models to estimate the readability of English sentences and
find that ensemble and embedding models perform better
than classic readability formulas on out-of-sample data.
Horbach & Zesch, (2019) analyze the effect of variance in
learner-produced answers on automatic content scoring and
discover that automatic scoring methods developed based on
narrow answer distribution do not generalize well when used
on more varied student-generated responses. In addition, text
originality assessment has moved beyond using lexical
overlap to include syntactic-semantic approaches as well.
These results imply that any system of academic text
assessment should take into account the readability and
originality of the text along with its content and grammatical
assessment.

Large Language Models in Academic Feedback

The advent of large language models has spurred research
into automated feedback generation. Jeon & Lee, (2023) look
into the complementary nature of human instructors and large
language model-based software like ChatGPT, which they
say is effective only if it operates in the domain of feedback
and not as a replacement for the instructor's judgment. Lo,
(2023) performs a rapid literature review on the educational
implications of ChatGPT, highlighting its use in formative
feedback as well as the issues associated with overreliance
and academic integrity. Early studies in the field of feedback
have also emphasized the critical role played by the framing
of feedback, especially in relation to its effectiveness in
correcting second-language students, apart from its accuracy.
Hyland & Hyland, (2006) for example, point out that
feedback has to be carefully framed and presented if it has to
prove to be effective as a tool for helping second-language
students improve their writing. The reliability of content
generated through large language models continues to pose
challenges, however, as noted by Mugaanyi et al., (2024) who
discovered that a considerable number of citations made by a
large language model in scholarly writing assignments
cannot be verified. This discovery makes it clear that an
automatic assessment tool for academics needs to be based
on verifiable linguistic attributes, and not just the output of
the generator.

Research Gap

Based on the reviewed literature, significant advances have
been made in three different areas: scoring of single language
academic text, multilingual and cross-lingual representation
learning, and feedback generation using large language
models. In contrast, very few research works combine these
different areas in an integrated pipeline that focuses
particularly on multilingual academic text assessment to
score the content, grammar, coherence, and originality of a
writing independently and without bias toward any particular
language in terms of representation. This work is based on
the identified gaps in the literature and uses multilingual
embeddings multiple traits scoring and originality and
readability assessment.
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III. METHODOLOGY

Overview of the Proposed Framework

The suggested approach takes the form of a pipeline process
through which a multilingual academic text is sequentially
processed using the following processes: preprocessing,
parallel extraction of features, fusion of features, scoring of
multiple traits, score aggregation, and output production with
an additional human-in-the-loop review interface. The aim of
such an approach is to make it possible for the same pipeline
to handle academic papers written in different languages
without having distinct monolingual pipelines for each
language.

Preprocessing and Language Handling

The incoming text will first go through a language
identification module that can determine the source language
of the input or even each individual part of an input text in
mixed languages. The text detected will undergo

Multi-Trait Scoring Architecture

normalization using tokenization, case treatment according to
the script, and sentence segmentation. Since agglutinative
languages which are morphologically complex have different
segmentation processes compared to analytic languages like
English, preprocessing techniques are made configurable
according to the identified language.

Parallel Feature Extraction

Three separate extraction streams work on the normalized
text. In the first stream, features are extracted based on the
lexical properties and syntax of the text. This includes part of
speech frequency, dependency parse tree depth, and n-gram
frequency. In the second stream, multilingual semantic
embeddings are generated based on a pretrained multilingual
transformer encoder, producing contextual sentence and
document vectors that are comparable across languages in a
common embedding space. Finally, in the third stream,
features are extracted for discourse and cohesion analysis,
including coherence measures based on lexical chain analysis
and readability scores.

Input Layer
Raw Multilingual Academic Submission
(English / Russian / Uzbek text)

Preprocessing Module
Language Identification — Tokenization — Normalization — Sentence Segmentation

Extraction (POS Tagging, Parse Depth

Lexical & Syntactic Feature
n-Grams)

(mBERT / XLM-R Contextual Vectors)

(Coherence Chains, Readability Indices)

Multilingual Semantic Embedding ] ‘ Discourse & Cohesion Features

Feature Fusion Layer
Concatenation of Linguistic, Semantic and Discourse Representations

A

Content Relevance & Coherence
Scoring

Grammatical & Lexical Accuracy

Scoring

Cross-Lingual Similarity / Plagiarism
Screening

Model Retraining
Feedback

Score Aggregation & Calibration Module
(Weighted Multi-Trait Rubric Mapping)

v

Output Layer
Composite Score + Interpretable Diagnostic Feedback Report

v

Human-in-the-Loop Review
(Expert Validation / Correction Interface)

Fig. 1 Multilingual Al-Based Academic Text Assessment Framework with Feature Fusion And Human-in-the-Loop Validation

Instead of mapping the fused feature vector to an overall
holistic score, the framework directs the merged feature
vector to three concurrent scoring modules: one for assessing
content relevance and coherence, another for assessing
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grammatical and lexical accuracy, and a third for
cross-lingual similarity and originality screening. Each
module independently generates a separate sub-score based
on the normalized scale. The distinction enables teachers to
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find out which aspect of writing was responsible for a
particular overall score, as opposed to being provided with
just a single number. The three sub-scores are aggregated
together in the score aggregation and calibration module
using the weighted rubric mapping, where the weights can be
varied according to the specific assessment situation, such as
emphasizing more the content relevance when evaluating
research papers.

Output layer generates a combined score along with a
feedback report, which identifies the performance of the
participant on the four tested traits as well as the
sentence-level areas where low scores have been generated.
Human intervention is enabled through a user interface that
permits the teacher to approve, modify, or override the
automatically calculated scores; corrected examples are
recorded and used to periodically recalibrate the scoring
components, as illustrated in fig. 1.

Conventional Automated Essay
Scoring Pipeline (single
language)

Essay / Short-Answer Text Input
(Single Language)

v

Tokenization and Surface Feature
Extraction

v

Handcrafted or Embedding Feature
Representation

v

Single Regression / Classification
Scoring Model

v

Holistic Numeric Score
(Overall Grade Only)

Limitation:
Language-Specific,
Single-Trait, No Multilingual
Generalization, Minimal Feedback

Comparison with Prior Automated Scoring Flows

For placing the proposed design framework in context of
existing practice, fig. 2 presents the comparison between the
generalized workflow of the existing single language
automated essay and short answer grading pipelines, as
described in existing surveys and the generalized workflow
of the proposed design framework. Conventional pipelines
generally take input in the form of text in a single language,
perform extraction of either manually constructed or
embedding based features and finally pass the resultant
feature representation to a single regression or classification
algorithm to give out one holistic score. Such a system is
efficient and effective in handling narrow scope single
language problems but lacks generality and provides little
information on what particular aspect of the writing quality
made the system assign that particular score.

Proposed Multilingual Academic
Text Assessment Flow

Multilingual Academic Text Input
(EN/RU /UZ, etc.)

v

Language Identification
+ Linguistic Normalization

v

Parallel Extraction: Lexical,
Semantic (MBERT/XLM-R),
Discourse

v

Multi-Trait Scoring: Content,
Grammar, Cohesion, Originality

v

Calibrated Composite Score
ss+ Diagnostic feedback Report

Advantage: Language-Agnostic
Embeddings, Multi-Trait
Assessment, Interpretable

Feedback, Human-in-the-Loop

Review

Fig. 2 Comparison Between the Generalized Flow Of Conventional Single-Language Automated Scoring Pipelines and the Flow Followed by the Proposed
Multilingual Assessment Framework

Evaluation Protocol

The validation of the framework is built around a pilot
multilingual corpus of essays and short answer responses in
three different languages, manually scored by two or more
raters independently with a common rubric on the aspects of
relevance of content, grammar, coherence, and originality.
The agreement between automated and manual scores is
measured using quadratic weighted kappa and Pearson
correlations, whereas grading errors are measured with mean

118

absolute error and root mean square error compared to the
average score assigned by human raters on each aspect. For
the originality detection, the precision and recall rates of
detecting whether a document is a paraphrase/overlap of
another document are used. This procedure can be used to
compare the performances in different languages in the same
corpus rather than within the same language as is the case in
previous works (Ramesh & Sanampudi, 2022; Taghipour &
Ng, 2016).
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IV. RESULTS

The below figures represent some illustrative findings
obtained through a pilot implementation of the evaluation
framework discussed above, which aims at demonstrating
how the framework is validated in practice instead of
presenting a completed large-scale empirical study. Table I
represents illustrative figures of inter-rater agreements at the
trait level between the framework-derived scores and the

human rater consensus scores on a pilot multilingual data set
in terms of quadratic weighted kappa (QWK).

The Quadratic Weighted Kappa scores for various
assessment traits in three languages are displayed in fig. 2.
The analysis reveals that there is better agreement for
cross-lingual similarity and originality traits; however, the
highest score is always achieved by Language A.

TABLE I ILLUSTRATIVE PILOT AGREEMENT (QUADRATIC WEIGHTED KAPPA) BETWEEN FRAMEWORK AND HUMAN RATER SCORES

ACROSS THREE LANGUAGES
. Pilot QWK Pilot QWK Pilot QWK
Assessment Trait (Language A) | (Language B) | (Language C)
Content relevance and coherence 0.71 0.68 0.65
Grammatical and lexical accuracy 0.79 0.74 0.70
Cross-lingual similarity / originality 0.83 0.81 0.77
Composite calibrated score 0.76 0.72 0.69

Pilot Inter-Rater Agreement (QWK) by Assessment Trait and Language

1.0

S =4 o
IS -3 ©

Quadratic Weighted Kappa (QWK)

ot
(Y]

0.0-

TABLE II ILLUSTRATIVE COMPOSITE SCORING ERROR AND ORIGINALITY SCREENING PRECISION/RECALL ACROSS THREE

Content relevance
and coherence

Grammatical and
lexical accuracy

Cross-lingual similarity /
originality

Composite calibrated
score

Assessment Trait

I Language A W Language B

I Language C

Fig. 2 Pilot QWK Score Comparison Across Assessment Traits and Languages

LANGUAGES
Metric Language A | Language B | Language C
Composite score MAE (0—10 scale) 0.58 0.66 0.74
Originality screening precision 0.88 0.85 0.82
Originality screening recall 0.84 0.80 0.77

As expected according to the expectations laid out in the
evaluation protocol, higher agreement scores are observed for
cross-lingual similarity and originality since it is inherently a
more deterministic approach when compared to measuring
content relevance and content coherence. Agreement scores
for content relevance are relatively low and exhibit more
variance across different languages. This may be attributed to
differences in the number of pretraining resources available
for the multilingual embedding module among the three
languages used in the pilot sample. Illustrative grading errors
using MAE on a normalized 0-10 scale and originality
screening precision and recall on a held-out data set of
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documents with overlap relationship labels are shown in
table II.

Comparison of MAE, originality precision and recall is
presented in fig. 3. Language A performs better in originality
detection, whereas language C demonstrates greater MAE
values, which points to discrepancies in scoring between
languages.
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Performance Metrics Comparison Across Languages

1.04

0.9

0.8

0.7 1

Score

0.6 1

0.51

—8— Language A
Language B
—&-- Language C

0.4 T
Composite score MAE

(0-10 scale)

Originality screening
precision

Originality screening
recall

Metric

Fig. 3 Performance Metric Comparison Across Different Languages

The error in the composite score also shows a moderate rise
from Language A to Language C, which follows the trend
seen in the agreement statistics and indicates that the
performance of the framework is affected by the quantity of
multilingual pre-training data for the embeddings used in
each language. This analysis is done at a pilot level in order
to provide an idea of the functioning of the evaluation
protocol and the subsequent discussion on it.

V. DISCUSSION

The proposed pilot testing procedure indicates that a
multi-trait and language-agnostic system is capable of
delivering differentiated and interpretable results in assessing
texts written in different languages based on a common
framework, in line with the arguments presented in previous
surveys regarding the necessity to evolve from purely holistic
automated grading (Ke & Ng, 2019; Ramesh & Sanampudi,
2022; Uto, 2021). The fact that the originality detection
component works better than the content relevance
component fits in with previous observations that lexical and
syntactic-semantic similarity calculation is computationally
easier compared to content-level judgment that demands a
higher semantic and argumentation comprehension
(Magsood et al., 2022).

The decline in the level of agreement and rise in errors
between Language A and Language C is in accordance with
the gaps that exist in multilingual pretraining of languages in
terms of the distribution of their coverage. This result
underscores the point that one cannot assume the
performance of the model on the language of lower resource
to be equal to the performance of the same on a higher
resource language, and further pretraining/fine-tuning, which
has been discussed for Uzbek academic text processing may
prove useful (Botir et al., 2024).

Furthermore, there are additional pedagogical considerations
to be derived from the multi-trait design itself. Since content,
grammar, cohesion, and originality are each treated as
separate aspects of the writing prompt, the framework yields
scores that are individually understandable and actionable by
both instructor and student, and not simply a single score
whose composition remains mysterious. This is consistent
with previous research on the fact that the way corrective
feedback is provided has an effect on how helpful it is for the
second language writer (Hyland & Hyland, 2006).
Simultaneously, the inclusion of a human-in-the-loop step of
the process directly solves some of the criticisms that have
been made recently about the reliability of large language
models in terms of their citation and factual accuracy in
academic writing; rather than leaving any of the generative
component of the framework unmonitored, the use of such
components is strictly limited to explanatory feedback based
on measurable linguistic metrics and scoring functions
(Mugaanyi et al., 2024).

Several shortcomings need to be highlighted as well. First,
the pilot results obtained are exemplary in nature and
obtained on the basis of a relatively limited dataset; therefore,
independent validation of the proposed model on more
extensive multilingual corpora, preferably covering other
genres such as lab reports and dissertations, will be necessary
before this framework can be validated for practical
applications. Second, since the framework is based on
pretrained multilingual embeddings, it is inevitably
constrained by the scope of language covered by these
models, which is common to most multilingual NLP
solutions designed based on contemporary transformer
architecture Artetxe & Schwenk, 2019; Conneau et al., 2020;
Manias et al., 2023). Third, despite being superior to
traditional lexical overlap detection tools, syntactic-semantic
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based screening of plagiarism is still vulnerable to
paraphrasing and cross-lingual plagiarism schemes.

VI. CONCLUSION AND FUTURE WORK

In this paper, the design of a framework for the automatic
scoring of multilingual academic writing based on
multilingual contextual embeddings, parallel feature
extraction, and a multi-trait scoring architecture where
content relevance, grammar, coherence, and originality
scores are treated independently. The structural contributions
of the design were described by way of comparing the
generalized workflow of existing single-language automatic
scoring systems to the multilingual workflow suggested here.
A method for evaluation was described and used to show that
this framework could deliver diverse scoring results
depending on language and pointing out potential differences
in performance due to different multilingual pretraining
resources. The future work should focus on validation on a
larger number of independently annotated multilingual
academic corpora, fine-tuning the multilingual embedding
components in low resource languages, and conducting paper
experiments on instructors' and students' reaction to the
trait-level automated feedback. The further improvement of
the originality screening component in order to tackle the
cross-lingual paraphrasing task is also one of the most critical
aspects of the future work. In general, the proposed
framework can serve as a solid basis for the construction of
multilingual assessment tools in the modern education
system, where they have to assist but not substitute the
academic judgment of well-informed people.
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